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01 Introduction: The Emergence of Alternative Data

The search for a profitable edge is as old as financial markets themselves. And there is no bigger edge than valuable proprietary information, 

coupled with the capacity to act before it gets priced into the market. In today’s industries, that alpha is increasingly sought via alternative data.

Alternative data sets offer a myriad of new ways to find an edge. These include social media trends and 

transaction records, private company data and satellite imagery, public website scrapes, and geolocation 

tags. More than half (53%) of hedge fund managers now use alternative data—and that number is on the 

rise.1  Among individual hedge funds that were using alternative data in some capacity last year, more 

than a third spent over $1 million on data annually.2 

One aspect of data value comes from data volume—more detailed information from a variety of 

meaningful sources is available than ever before. In 2020, each person on earth creates 1.7MB of data per 

second—that’s 2.5 quintillion bytes of data produced by humans every day. In the last two years alone, 

90% of the world’s data has been created.3  

But identifying and acquiring data sets is only the beginning of an investment firm’s data strategy in 

particular—or for any company that generally wants to obtain added value through data. The key will 

be the ability to integrate a broad range of custom data sets, to share them flexibly and to extract key 

insights in time. To that end, alternative data sets will reside in the cloud, where they can be guarded, 

accessed, and shared much more quickly and cheaply than anywhere else. 

1  “More Than Half of Hedge Funds Use Alternative Data to Gain Competitive Advantage” MondoVisione, May 5, 2020.

2  “How Much Are Managers Paying for Data?” Institutional Investor, July 9, 2020.

3 “How Much Data Is Created Every Day in 2020?” TechJury, September 10, 2020.

The vast quantities of data being produced necessitate a change in how businesses 
acquire, process, and use that data in order to monetize it (internally or externally) in 
different business use cases. Much like seeking opportunities in developing markets, 
companies that take advantage of modern data sharing early on will gain an 
advantage as the demand for meaningful data continues to grow and mature.
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01.5 Finding Edges in Finance

Success has been very lucrative for quantitative trailblazers such as Renaissance Technologies, 

which manages assets worth nearly $110 billion.4  But with algorithmic trading and machine learning 

models now accounting for an estimated 80% of total U.S. trading volume, machines are increasingly 

trading against machines.5  And that means Renaissance’s many imitators will find it harder to make 

quantitative trading pay.

The sheer volume of information being analyzed by many such data providers illustrates one of the 

main challenges of working with alternative data: acquiring it is only the beginning. This complex 

cycle includes legacy processes such as data transfers, report generation, distribution, and then 

starting over when new data becomes available. With more than 350 providers selling an ever-

growing volume of data, firms must also evaluate the value proposition of each potential source. 

As the number of buyers and sellers grows, so does the difficulty of maintaining and integrating 

multiple data sets, feeds, and platforms.

The trouble with edges is that they inevitably erode. In the case of alternative data sets for financial 

markets, the most popular ones will eventually lose a lot of their value as markets absorb and price 

in their signals. But data grows bigger all the time, so there will be no shortage of alternatives. 

4  “Renaissance Technologies” Wikipedia, accessed October 9, 2020.

5  “Algo Trading Dominates 80% Of Stock Market” Seeking Alpha, January 1, 2019.    

New Technology Trends Change How We Use Data

Figure 1: How technology trends impact data usage

Companies that actively participate in the data sharing economy today will 

already have the connections and infrastructure in place to get their hands 

on those alternatives first.
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02 A Platform for Getting Your Arms Around Your Data

Recent changes in technology are changing the way companies work with data—

and this makes it easier for the business to turn it into an actual asset.

6  “How To Offer New Human+Machine Value Propositions With AI” Forbes, June 11, 2020.

In order to take full advantage of all this potential, organizations need to first 

approach their handling of data in a completely different way.
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1. The rise of the cloud  

Unlike traditional platforms that are built with the 

scarcity of resources in mind, the cloud offers 

unlimited capacity to store and process data. 

This gives us the opportunity to run a very high 

number of workloads at high performance within 

a single platform.

2. The explosion of data 

Data is growing in various aspects including size, 

format/structure, and variety. Analyzing a broad 

and deep selection of information can provide 

meaningful insights, but first we need to be able to 

access it. 

3. Diversification of analytics  

When, where, and how we do analytics have 

completely been transformed. Today, everyone 

needs to analyze data. It is becoming a central 

part of all jobs. We need to not only know what is 

happening right now, but also be able to predict 

what may happen in the future in order to make the 

best possible decisions in new scenarios through 

the use of advanced analysis. 

4. The adoption and democratization of AI  

Artificial intelligence (AI) is becoming an undeniable 

value for businesses of all shapes and sizes. If you 

have repeatable tasks in your value chain, chances 

are that you will use an AI technology.6   

But training AI systems requires both the availability 

and management of large amounts of data for its 

creation, as well as the use of such data to make it 

progressively more ethical and explainable.

https://www.forbes.com/sites/forbesagencycouncil/2020/06/11/how-to-offer-new-humanmachine-value-propositions-with-ai/?sh=60c4f98a240c


First, you need to get your arms around all 

of your data. Centralizing data into a single 

platform is vital for making better and faster 

business decisions. By reducing the wait time 

for data, users get all the data they need, 

when they need it. And this results in new 

business opportunities.

Second, the ease of use and flexibility that 

comes with working with data in a new way 

allows you to reduce the overall cost of how 

you scale data management and analytics. 

When you create a single place for all types 

of data, you’re able to deliver while planning 

for scale—without adding the overhead 

of building and maintaining a traditional 

architecture.

Third, when you’re able to better access 

all data at a lower cost, you can focus on 

delivering a great customer experience. You 

can apply what you’ve learned to improve 

how your business interacts with customers. 

You can also create products with greater 

capacity for personalisation and quality by 

directly increasing their perceived value in 

the early stages of the funnel (awareness and 

consideration).

Capitalizing on these Trends Leads to Big Business Impact

Figure 2: How data trends impact businesses 
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Organizations can’t use yesterday’s technology to solve today’s 

data problems—and definitely not the problems of tomorrow. 

Over time, many technologies have tried to tap into this opportunity, but none 

of them have fully delivered to meet the ease of use, scale, concurrency of 

processes, and performance needed to support today’s workloads.

For decades, on-premises enterprise data warehouses did a decent job 

of delivering the performance needed to analyze structured data. At the 

same time, they were relatively easy to use (thanks to SQL databases), so 

this approach grew in adoption. But as the dynamics of data and analytics 

evolved, it became difficult to support concurrent workloads. And not all users 

could access the data they needed. In some cases, business users had 

to wait longer than expected to gain access—reducing the time 

available for optimal decision making.

First generation cloud data warehouses helped to some extent.  

They offered elasticity and better cost performance than previous 

approaches. But given that they were simply cloud-based versions of their  

on-premises data warehouse counterparts, they were still limited in their 

ability to handle all data for all users. Users could not reliably access the 

data they needed. Even when they could eventually access it, the cost of 

not getting data at a moment’s notice inhibited many critical use cases that 

require real-time decision making.

Both enterprise data warehouse and first generation cloud data warehouse 

solutions cannot support all data for all users because they’re designed for 

all single-cluster systems—before there were dozens of workloads for them 

to run. While moving the enterprise data warehouse to the cloud made 

management easier, it did not fundamentally solve the single-cluster  

system problem.

Hadoop and data lake object stores solved part of the problem by making it 

possible to handle both structured and semi-structured data. But they only 

partially addressed the problem of getting many users on the platform.  

At the same time, these approaches are complex, difficult to use, and limited 

in terms of performance. One of the main issues was that Hadoop wasn’t 

designed for SQL. This significantly increased adoption difficulties and slowed 

down time-to-delivery of business insights. 

The Data Cloud offers the first solution that combines the 

best of on-premises enterprise data warehouses, the cloud, 

and big data into a single platform with scale, performance, 

and concurrency. These new data platforms also help optimize data 

governance. They include Hadoop’s data traceability and lineage systems 

(tracking from the beginning of the data life cycle to its end) so that 

governance can easily be obtained in combination with SQL while helping to 

reduce administration costs. These platforms also provide easy integration 

with the data governance tools that are evolving in public clouds.

Another advantage with respect to Hadoop is security by design. Most of 

these platforms ensure security both when data is stored and when it travels 

to be consumed. With first generation solutions that were designed mostly 

for storage and treatment of raw data, security had to be carried out as an 

additional step, which introduces layers of cost, complexity, and risk exposure.

02.5 Evolving to the Data Cloud 

Figure 3: Journey to the Data Cloud
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03 A Modern Architecture that Untangles Data Complexity

Most organizations cannot fully realize the potential of their data 

because of the cost and complexity limitations of their existing  

data architectures. 

Traditional architectures are typically a convoluted web of technologies that get glued together to deliver 

data from its raw source to its intended destination. Across each step in that process (from data integration, 

to transformation, to aggregation, to delivery) many different tools are used—and each connection point 

between disparate tools offers a possible point of failure. Regulatory governance and security issues are also 

very common in these environments. 

As a result of the above, it is usually necessary to devote 70-80% of the data team’s time and talent to the 

administration and maintenance of the lower layers of the infrastructure (intake and storage of data). Only the 

remaining 20-30% of resources available can be devoted to delivering actual value to business users through 

approaches such as reporting systems, dashboards, algorithms, and data-based products.

This current workflow complexity, combined with a constantly growing volume of data, means that technical 

teams have to be more specialized to provide value around the data. It also creates greater frustration for the 

teams working in the final layers of this architecture (analysts, data scientists) as well as for business users 

who sometimes fail to understand the challenges of scaling limited data sample problems up to analytical 

systems processing large volumes of data.

Figure 4: Traditional data architecture
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The Data Cloud allows organizations to build a modern 

data architecture that reduces the complexity, cost, 

and constraints present in other approaches.   

An effective solution should combine:

1. Centralized storage for unlimited amounts of structured, semi-structured, and non-

structure data

2. Multi-cluster compute for running multiple workloads without resource contention 

3. Cloud services to automate administration security and database tasks

4. A cloud agnostic layer to deliver a consistent experience across cloud regions  

and providers

5. A unique interface (through web or console) that provides a simple, centralized view 

of the system´s operation and real-time consumption of resources in order to predict 

possible bottlenecks and optimally manage the platform

The Data Cloud architecture supports the ability to run many different workloads with 

elasticity, performance, and scale.

• Data engineering that streamlines ingestion and integration

• Data lakes for storing vast amounts of raw data

• Data warehousing with unlimited performance and concurrency

• Data science for simplifying workloads and driving performance 

• DevOps burden for building data applications 

• Streamlined data sharing between consumers and providers

Data Cloud Architecture
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Figure 5: The Data Cloud architecture
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While projects that revolve around exploiting data for business optimization and development remain a priority for 

most executives, up to 85% of big data projects fail.7  And of the 15% of projects that don’t fail, CEOs say that only 

about 8% actually generate value—which translates to a 2% success rate overall.8  Along with the ever-expanding 

explosion of data, it’s difficult to increase the success rate of realizing big data projects for two reasons:

1. The need to strengthen data culture within companies. Many organizations continue to struggle with hiring and 

retaining skilled technical staff with data expertise. 

2. Internal expectations when carrying out big data projects. Part of the problem is arguably that executives do not 

know how to predict the success of data projects, as few structured approaches to doing so exist.9

You can have all the data in the world, but if your technology can only deliver a prototype,  

a beta version, or non-scalable volume, no real value will ultimately be created for your firm.  

Fortunately, new tools designed for the cloud can help solve the problems of implementing data projects. 

03.5 The Challenges of Putting Data Projects into Production

7  “Use This Framework to Predict the Success of Your Big Data Project” Harvard Business Review, February 25, 2020.

8  “10 reasons why data science projects fail” Fast Data Science, May 8 2020.

9  “Use This Framework to Predict the Success of Your Big Data Project” Harvard Business Review, February 25, 2020.
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04 Use Cases for CDOs
The Data Cloud offers direct benefits that can strategically help CDOs in several key data management use cases.

Use Case #1: New ways to monetize data.

In today’s highly competitive business environment, data monetization is a powerful tool in any 

company’s arsenal. The Data Cloud can open up new business opportunities with “freemium” data 

sets. This means offering free data that might be useful and valuable to companies, while still 

retaining additional columns or capabilities for your premium offerings. 

An aggregated data set can serve as a benchmark for companies looking for baselines or 

comparable data from the industry. Additionally, different sleeves of data products can provide 

companies with value without needing to give access to the entire data set to everyone. All this 

provides you with greater visibility and exposure to potential new customers. If you are just starting 

to consider data monetization, select a group of customers to test your different data packages 

and pricing. They can help you better understand the value of your data and price considerations. 

just a few days a month or year, leaving massive investments idle the rest of the time. Look for a 

cloud data platform solution that charge.

Use Case #2: Cost control

It can be a frustrating task to understand how some cloud data warehouses charge for services. 

To support fixed budgets and business plans, organizations need clear pricing with regard 

to operating a cloud data warehouse. Hidden charges, quotas and other penalties can be 

frustrating. Some cloud data warehouse solutions may charge based on how many terabytes 

are scanned or how many terabytes are returned from a query. In addition, you may have no 

ability to control the compute resources available to you because you are given an allocation of 

processing units or slots. And if the query you run consumes more than the allocation provided, 

you can be charged a premium for that overage.

On-premises data warehouses, particularly, make it nearly impossible to scale down 

hardware once installed and provisioned. This is cost prohibitive because most on-premises 

implementations are pre-sized and purchased for peak demand period, which could be for just a 

few days a month or year, leaving massive investments idle the rest of the time. Look for the data 

cloud solution that charges only for the time and resources you use.
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Use Case #3: Security

Security should be foundational to any data soloution. Integrated 

security at the solution level means that customers don’t have to 

deploy and manage security themselves. Instead, they can focus 

analyzing their data across any cloud and region. 

An effective solution will offer advanced data encryption 

capabilities. All data should be encrypted in motion, over the 

Internet or direct links, and at rest on disks. It should also offer 

two-factor and federation authentication with single sign-on. 

Authorization should be role-based, with the ability to set and 

enforce policies to limit access to predefined client addresses.  

It should come with key certifications (such as AWS and Azure) 

and support data privacy compliance with regulatory standards. 

Use Case #4: One platform for all  
enterprise data 

Several names are used today to identify where data is located 

and how it is used—including operational data store (ODS), 

corporate information factory (CIF), data warehouse, and data 

mart. Each term represents a different way to group data within 

the enterprise. But unfortunately, these different groups of data 

also represent different data systems. 

An effective data solution consolidates workloads for data 

warehousing, data lakes, data engineering, data exchange, data 

application, and data science into a single, simplified platform. 

It should offer a complete enterprise data management 

experience that can provide governance, ACID-compliant 

transactions, live data sharing, a cross-cloud global footprint, 

and fully managed services.  

Use Case #5: A platform to take 
advantage of the metadata 

Cloud data systems often natively incorporate mechanisms to 

be able to analyse the metadata generated by their use, 

For example, by answering the “three Ws”:

• What: the sets of tables (which encompass information fields)   

               that are being used the most

• Who: which users or applications consume the stored data

• When: at what moments in time does the demand for  

               information occur
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05 What to Look For: Key Solution Capabilities

Across any of the aforementioned use cases, CDOs should look for a number of specific features and 

capabilities that combine to offer a fully formed data solution.

Concurrency management 

The Data Cloud can process queries and tasks in a fraction of the time that 

conventional on-premises solutions require. When combined with instant and 

nearly infinite linear scalability, organizations can get the exact performance they 

need, exactly when they need it. Compute cluster size can be selected based on 

performance requirements and can be resized at any time—even while a workload is 

running. As concurrent workloads increase, automatic clustering capabilities can add 

to compute clusters and distribute queries across them—eliminating the hassle of 

manually re-clustering data. Clusters can also automatically pause as the workload 

decreases. Look for a solution that charges only for active clusters so that you only pay 

for the performance you use by the second. 

 

Depending on each use case and the potential value that it contributes to the 

organization, it should be possible to manage the requisite scale of the concurrence 

(either by horizontal or vertical increases) while applying appropriate security 

restrictions for access to data and analytics. This concurrence system should also offer 

traceability (depending on the virtual nodes used in the resolution) that allows the 

CDO to have a 360-degree view of the use case, being able to compare the measured 

computation cost with the benefit generated by it. This helps simplify calculation of 

return on investment (ROI).

Zero-copy cloning 

This feature allows CDOs to create multiple copies of data tables, schemas, and 

databases without replicating the data itself. Zero-copy cloning enables the unique 

ability to almost instantly make data available to multiple user groups without actually 

replicating any data.

In the case of companies that have a single data repository that is being used by 

business intelligence (BI) and analytics tools, this feature can simplify maintenance 

tasks related to aligning data contained in different environments. It can also quickly 

make parts of the repository available to different development teams—thereby 

speeding up time-to-delivery of reporting solutions. It can even carry out simulations 

on possible corrections to be made at the level of table, data type, or calculation 

performed and apply them directly from the cloned environment to the production 

table (if further modifications since cloning have not occurred).

Integration 

An effective data solution should support integration with other parts of the data 

ecosystem and broader business architecture. Integration enables workload 

flexibility—giving organizations the freedom to work with data in a data lake and build 

robust data pipelines to streamline data engineering. Native integration to leading 

languages (such as Python, R, and Apache Spark™) helps simplify and accelerate data 

science workloads.
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Near-zero management 

A true data platform-as-a-service running in the cloud virtually eliminates the 

burdens of infrastructure management associated with traditional platforms 

and big data solutions. Best-of-breed solutions will automatically handle 

infrastructure, optimization, availability, and data protection—so that you can 

focus time and attention on actually using your data.

This feature should help the CDO and his team focus on the governance of data 

usage as well as on regulatory and security measures that must be applied. 

It should help reduce complex technical routines associated with platform 

optimization so that it is ready to meet peak data consumption demand.

 

Data back-up and recovery 

System administrators sometimes need data back-up capabilities when a mistake 

is made (for example, a table or schema is dropped in production) or a failed 

release requires a database rollback (for example, a new ETL operation corrupts 

the data). Organizations should be able to restore data based on a point in time 

or a query ID at the database, table, and schema level. Some solutions even offer 

robust data recovery support services that provide an even broader window of 

time to restore data in case of an emergency. 

Data sharing 

Secure data sharing capabilities can allow you to safely share your data with other 

users without having to copy or transfer data across accounts. Data owners can 

grant secure and curated access to read-only data copies without the burdens 

and complexities of third-party tools like FTP and EDI technologies.

Thanks to new data sharing features that this type of platform makes possible, a 

new ecosystem can be generated in which data strategy and monetization teams 

can define and plan with the CDO. This collaboration can help find new ways to 

generate value from data without needing to resort to unnecessary intermediaries 

(as long as the nature of the data being shared allows it).

This sort of data sharing paradigm using a common technology 

framework between existing data producers and consumers in the 

marketplace can also help design new data journeys and business 

models that were previously impractical due to information or time 

limitations.
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06 A Future Vision of the Data Cloud

Data will become one of the greatest assets of any 

company—if it isn’t already. 

But the unstoppable advancement of communication networks and the use of 

electronic devices (such as PCs, tablets, and smartphones) means that silos can be 

generated almost continuously in the business world. Very often, silos are created 

because of a limited business strategy that cannot keep pace with how all this new 

data should be treated. 

Even when a company is aware of the problem, silos may persist—generating 

collateral issues and slowing down business initiatives. First, it is difficult to join, 

augment, and integrate data from different silos—and this obstructs organizations 

from gaining critical insights across data sets. Second, fragmented and proliferated 

data creates a data governance nightmare. And finally, organizations end up paying 

for much more than they need to because it’s impossible to efficiently manage the 

use of capacity across a fragmented environment. The Data Cloud virtually eliminates 

all of these problems. 

An effective data solution helps organizations avoid bunkered and siloed data across 

the infrastructure and application clouds, as well as on-premise systems.  

A best-of-breed solution offers you a single source of truth for your own data, and the 

ability to instantly share live data with others in governed and secure ways. Because 

it’s virtual and frictionless, there’s no copying or replicating of data. Organizations 

designate data for sharing and grant permissions to it. The recipient can then process 

against data in place, without ever gaining physical custody of that data. This means 

data is always up to date, with zero latency, and any updates to shared data sets by 

the providers are instantly available to their consumers.

This approach can also transcend public cloud and geographical boundaries. 

Organizations can acquire and share data with each other by granting governed 

access to specific data sets. They can be located in different clouds and in different 

geographic regions of a cloud. 

Every once in a while, there is a step-level change that really alters the game.  

The Data Cloud is exactly that—an opportunity to completely mobilize your data 

in the service of your business. It provides a much more agnostic approach to the 

underlying technology. It helps companies focus on internal usage and possible 

monetization through new or optimized  business models.
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07 The Role of the CDO Facing the Trend of the Data Cloud

Data growth continues to increase exponentially, reaching an estimated 140 zettabytes by 2024.10  The architecture of the Data Cloud 

simplifies both data ingestion and management in a more optimal way than the first generation architectures discussed above.

The initial challenge for a CDO is the design and evolution of the data strategy within 

its company. The Data Cloud facilitates a data strategy for working with hybrid cloud 

use cases, since they allow deployment in different public clouds (in an agnostic and 

transparent way) and ensure availability over time.

Another challenge that CDOs often face is the design of data lakes that natively 

allow the exploitation and self-service of ingested information. Thanks to the Data 

Cloud, data lakes can be securely usable without additional layers of technology that 

can make these architectures more expensive to design and more complex in terms 

of governance when companies need to scale.

On the other hand, it is increasingly important and necessary to be able to enrich 

analytical models with data from outside the company, or to monetize part of it  

(once it has been anonymized). In both cases, CDOs can think about data 

monetization by eliminating certain barriers that existed before being able to use 

“data sharing” functions.11 

Although it does not uniquely depend on the CDO, “security by design” is another 

of the needs that companies are trying to incorporate. Within the data lifecycle, 

data security is another important point that a CDO typically pays attention to when 

designing a data strategy. The new data platforms incorporate it into their DNA and 

allow the CDO to transparently deploy progressive securitization of data exploitation 

for any teams that use the platform.

In addition to an adequate concurrency management, the Data Cloud can also allow 

the CDO to have exact traceability of the cost for each use case, thanks to metadata 

stored in computational resources. This allows for an exact calculation of the VID as 

well as a calculation of the consumption/cost of these resources.

After the above reflections, we can conclude that 
the Data Cloud will continue to grow and become 
a strategic piece within modern data architecture 
stacks (both physical and virtual). They will be 
oriented to pay-per-use, so that companies can 
optimize resources in their use of data as an asset 
and forget the legacy processes of the last century.

10  “Volume of data/information created, captured, copied, and consumed worldwide from 2010 to 2024” Statista, February 5, 2021.

11  “Data Sharing Is a Business Necessity to Accelerate Digital Business” Gartner, December 3, 2020. 
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